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PROFESSIONAL SUMMARY
· Senior Data Scientist with 11+ years of progressive experience spanning Healthcare Analytics, Financial Services, Insurance Risk Modeling, and Capital Markets Data Engineering, delivering production-grade machine learning and large-scale data solutions.
· Strong expertise in building risk adjustment models, fraud detection systems, credit risk scoring models, claim severity prediction, and healthcare cost analytics, aligned with CMS, HIPAA, SEC, and financial regulatory standards.
· Extensive experience designing and deploying scalable ML pipelines using Python, PySpark, Spark MLlib, SQL Server, AWS, and Azure Databricks, handling structured and semi-structured datasets exceeding 100M+ records.
· Proven ability to develop end-to-end machine learning lifecycle solutions, including feature engineering, model development, validation (ROC-AUC, KS, Lift), deployment, monitoring, and governance documentation.
· Hands-on experience with NLP models (BERT, spaCy) for clinical text extraction, anomaly detection frameworks for fraud and billing irregularities, and time-series forecasting for revenue and utilization trends.
· Strong background in data warehousing, ETL development, dimensional modeling, and regulatory reporting systems from early career experience in fintech and engineering domains.
· Experienced in collaborating with actuarial teams, compliance officers, underwriting teams, and healthcare policy analysts to translate business requirements into scalable analytical solutions.
· Adept at working in Agile environments, driving cross-functional collaboration, and delivering measurable business impact through data-driven decision-making.

TECHNICAL SKILLS
	Languages & Packages
	Python, SQL, R, TensorFlow, PySpark, NumPy, Pandas, Kera’s, NLTK, Matplotlib, MySQL.

	Machine Learning Algorithms
	Logistic Regression, Linear Regression, K Means Clustering Algorithm, Decision Trees, Support Vector Machines, Naïve Bayes, Hierarchical Clustering, Density Clustering, Trigger Word Detection, Speech Recognition and Linguistic translation

	Deep Learning Techniques
	Artificial Neural Networks, Convolutional Neural Networks, Multi-layer Perceptron’s, Recurrent Neural Networks, LSTM, Back Propagation, Chain rule, Choosing Activation Functions, Drop Out, Optimization algorithms, Vanishing and Exploding gradient, Optimized Weight
Initializations, Match Pooling, Batch Normalizations

	SQL Server
	NoSQL, Redshift, DynamoDB, MongoDB

	Business	Intelligence
	Tableau, Power BI, SAS, SSIS, SSRS

	Visualization Tools
	Tableau, Plotly

	IDE
	Jupyter Notebook, Spyder, Sublime text

	Microsoft Stack & Version control
	Microsoft Excel, Access, Visio, PowerPoint

	Operating Systems
	Windows, Linux

	Methodologies
	Agile, Scrum



PROFESSIONAL EXPERIENCE

Client: COTIVITI, Phoenix, AZ | Mar 2024 to till now.
Sr. Data Scientist
[bookmark: _Hlk15492556]Responsibilities
· Designed and implemented advanced HCC risk adjustment models using Medicare Advantage claims and ICD-10 diagnosis datasets, improving RAF score prediction accuracy and supporting CMS-compliant revenue optimization strategies.
· Developed large-scale fraud, waste, and abuse (FWA) detection models leveraging ensemble techniques such as XGBoost, Random Forest, and Gradient Boosting to identify abnormal billing patterns across providers and facilities, significantly reducing payment leakage risk.
· Architected a scalable risk score simulation framework to model the financial impact of coding gaps and suspect condition closures, enabling actuarial teams to forecast revenue sensitivity across Medicare Advantage populations.
· Designed and implemented a semi-supervised learning framework to identify previously unseen billing anomalies by combining labeled fraud datasets with large volumes of unlabeled claims data.
· Developed a real-time claim pre-adjudication scoring engine that evaluated medical necessity and coding accuracy before payment processing, reducing downstream recovery efforts.
· Integrated social determinants of health (SDOH) datasets into predictive risk models to enhance member stratification and improve care management targeting strategies.
· Built a model explainability layer using SHAP and LIME to provide provider-level transparency into risk adjustment score drivers for audit readiness.
· Built end-to-end NLP pipelines using BERT and spaCy to extract diagnosis indicators from unstructured clinical documentation, improving coding validation and enhancing risk capture accuracy.
· Engineered high-dimensional features from multi-source healthcare datasets (eligibility, pharmacy, provider, inpatient/outpatient claims) using PySpark on AWS EMR, processing over 100M+ records efficiently.
· Implemented automated ML workflows in AWS SageMaker, including hyperparameter tuning, model versioning, and CI/CD-based deployment pipelines for scalable production inference.
· Collaborated with compliance and audit teams to support RADV audit preparation through model validation documentation and statistical sampling methodologies.
· Established a centralized feature store in AWS to standardize reusable healthcare features across fraud detection, coding validation, and cost prediction models.
· Performed statistical validation and model calibration using ROC-AUC, KS statistics, Precision-Recall curves, and lift analysis, ensuring models met compliance and internal governance thresholds.
· Developed provider-level anomaly detection systems using unsupervised clustering (DBSCAN, K-Means) to detect upcoding and unusual utilization behavior.
· Built executive-level dashboards in Tableau to monitor medical cost trends, provider performance, and risk score movement across member populations.
· Established model monitoring framework to detect data drift and coding behavior shifts using real-time evaluation metrics.

Environment: Python, PySpark, Pandas, NumPy, Scikit-Learn, XGBoost, TensorFlow, BERT, spaCy, AWS SageMaker, AWS EMR, S3, Hive, SQL, Tableau, HIPAA Compliance Frameworks, Agile Scrum.


Client: USAA, Austin, TX | Sep 2022 to Feb 2024
[bookmark: _Hlk15492431][bookmark: _Hlk8983248]Sr. Data Scientist
Responsibilities
· Built robust credit risk scoring models for auto loans and personal loans using Logistic Regression and Gradient Boosting frameworks, improving default prediction accuracy and supporting underwriting decision automation.
· Developed real-time credit card fraud detection models using anomaly detection and ensemble classification techniques, optimizing detection thresholds to reduce false positives while maintaining high recall.
· Designed and deployed customer lifetime value (CLV) and churn prediction models to improve policy retention and cross-sell conversion rates across banking and insurance products.
· Performed feature engineering on large-scale transactional datasets using Spark MLlib and PySpark, incorporating behavioral, demographic, and claims data attributes.
· Developed a multi-layer fraud detection architecture combining rule-based heuristics with gradient boosting models to detect complex transactional fraud patterns in near real-time.
· Designed a behavioral risk segmentation framework using clustering techniques to categorize members based on financial activity patterns and credit utilization trends.
· Built stress-testing models to simulate economic downturn scenarios and evaluate portfolio exposure across loan and insurance products.
· Implemented model governance workflows including challenger vs. champion model comparisons to ensure continuous performance optimization.
· Designed a feature engineering pipeline incorporating macroeconomic indicators (inflation, interest rates, employment trends) into credit risk models to enhance predictive stability.
· Deployed REST-based model inference APIs within AWS infrastructure to support real-time underwriting decisions for auto insurance applications.
· Built early-warning risk indicators for delinquency detection by modeling payment behavior sequences using LSTM-based neural networks.
· Conducted fairness and bias analysis across credit scoring models to ensure equitable treatment across protected demographic segments.
· Applied advanced time-series forecasting techniques (ARIMA, Prophet) to predict policy renewals, premium inflow, and revenue trends for portfolio risk management.
· Conducted A/B testing and uplift modeling to evaluate digital marketing campaign performance and optimize targeted member engagement strategies.
· Implemented explainable AI techniques using SHAP values and feature importance analysis to ensure transparency and compliance with financial regulatory standards.
· Automated ML deployment pipelines within AWS ecosystem and built monitoring dashboards to track fraud rates, portfolio exposure, and underwriting risk metrics.
· Collaborated with actuarial and underwriting teams to align predictive insights with financial risk models and regulatory governance policies. 

Environment: Python, R, PySpark, Spark MLlib, SQL Server, Hive, Impala, AWS (S3, EC2), Scikit-Learn, XGBoost, Tableau, Power BI, ARIMA, Prophet, SHAP, Git, Agile Scrum.


Client: Chubb, Warren, NJ, USA.  | April 2020 to Aug 2022
Data Scientist
Responsibilities
· Enhanced Data collection procedures to include information that is relevant for building analytic systems and created a value from data by performing advanced analytics and statistical techniques to determine to deepen insights, optimal solution architecture, efficiency, maintainability, and scalability which make predictions and generate recommendations.
· Support Sales and Engagement's management planning and decision making on sales incentives and production by, developing and maintaining financial models, reporting and sensitivity analysis by customer segment.
· Used Pandas, NumPy, Seaborn, SciPy, Matplotlib, Sci-kit-learn.
· Skilled in Advanced Regression Modelling, Correlation, Multivariate Analysis, Model Building, Business Intelligence tools and application of Statistical Concepts.
· Worked on data modelling and produced data mapping and data definition documentation.
· Maintained and developed complex SQL queries, stored procedures, views, functions, and reports that qualify customer requirements using Microsoft SQL Server 2016. 
· Built claim severity prediction models to estimate loss reserves using regression and gradient boosting techniques.
· Developed catastrophe risk modeling dashboards to monitor exposure across geographic zones.
· Developed computer vision-based property damage assessment models using CNN architectures to automate claim severity estimation from uploaded customer images.
· Generated comprehensive analytical reports by running SQL queries against current databases to conduct data analysis.
· Resolved the data related issues such as: Assessing data quality, data consolidation, evaluating existing data sources.
· [bookmark: _Hlk15488024]Proficient in Predictive Modelling, Data Mining Methods, Factor Analysis, ANOVA, Hypothetical testing, normal distribution and other advanced statistical and econometric techniques.
· Performed data manipulation, Data preparation, Normalization and Predictive modelling. Improved efficiency and accuracy by evaluating model in Python.
· [bookmark: _Hlk15492770]Generated the reports and visualizations based on the insights mainly using Tableau and developed dashboards for the company insight teams.

Environment:  Python, Machine learning models, SQL Server 2016, SQL Profiler, Tableau, Django.


Client: Fair Health, NYC, NY USA. | April 2018 to Mar 2020
Data Scientist	                                                                             
Responsibilities:
· Developed predictive models to estimate allowed amounts for out-of-network healthcare procedures, enabling benchmarking of medical cost variations across regions and specialties.
· Built statistical reimbursement models leveraging CPT, DRG, and ICD-10 datasets to support healthcare price transparency initiatives.
· Designed a geographic cost-variation modeling framework using hierarchical regression techniques to quantify price differences across metropolitan and rural regions.
· Built predictive utilization models to forecast procedure demand trends by specialty, enabling more accurate healthcare cost benchmarking.
· Implemented probabilistic modeling techniques to estimate confidence intervals for allowed amount predictions, improving transparency in published healthcare cost reports.
· Developed a data normalization pipeline to standardize CPT and DRG code mappings across multiple payer datasets, improving cross-database consistency.
· Applied survival analysis models to study patient readmission likelihood based on historical claims patterns.
· Implemented unsupervised clustering techniques to identify provider billing pattern deviations across geographic and specialty-based cohorts.
· Designed anomaly detection algorithms to flag abnormal claim charges and potential billing inconsistencies within large healthcare datasets.
· Built automated anomaly reporting dashboards to highlight abnormal charge distributions across facilities and specialties.
· Partnered with policy research teams to translate advanced statistical findings into consumer-facing healthcare transparency insights.
· Engineered large-scale ETL pipelines in Azure Databricks to process structured and semi-structured claims data efficiently.
· Applied advanced statistical methods including ANOVA, hypothesis testing, and regression modeling to analyze cost variation across payer types.
· Developed NLP-based classification models to analyze patient complaint narratives and categorize grievances for reporting and compliance.
· Created executive dashboards in Tableau and Power BI to visualize healthcare cost distribution trends and provider utilization patterns.
· Ensured strict HIPAA compliance by implementing PHI masking and secure data governance practices.

Environment: Python, Pandas, NumPy, Scikit-Learn, TensorFlow, Azure Databricks, Azure HDInsight, SQL Server, MySQL, Oracle, Tableau, Power BI, NLP (NLTK, spaCy), Kafka, Agile Methodology.

Client: Broadridge, Lake Success, NY. | Oct 2014 to Mar 2018
Data Engineer
Responsibilities
· Designed and developed large-scale ETL workflows using SSIS and SQL Server 2012/2014 to process high-volume equity, fixed-income, and derivatives trade data from front-office trading systems into centralized enterprise data warehouse platforms supporting clearing and settlement operations.
· Built automated trade reconciliation pipelines to validate lifecycle events including trade capture, allocation, confirmation, settlement, and corporate actions processing, reducing operational breaks and improving settlement accuracy.
· Developed highly optimized T-SQL stored procedures, partitioned tables, and indexed views to handle millions of daily financial transactions while maintaining strict SLAs for overnight batch processing cycles.
· Implemented dimensional data models (Star and Snowflake schemas) to support portfolio performance analytics, transaction reporting, client statement generation, and compliance reporting for broker-dealer clients.
· Engineered Hadoop-based batch processing solutions using MapReduce and Hive to process multi-year historical trade archives for audit, regulatory, and surveillance reporting requirements.
· Built automated regulatory reporting data extracts aligned with SEC and FINRA compliance standards, ensuring accurate submission of transaction data and trade activity disclosures.
· Designed validation frameworks that compared front-office execution data against back-office settlement records, identifying mismatches and preventing financial reconciliation discrepancies.
· Collaborated with business analysts, operations teams, and compliance officers to translate regulatory requirements into scalable data transformation logic and reporting workflows.
· Optimized ETL job performance through execution plan analysis, indexing strategies, query refactoring, and database partitioning, reducing batch processing windows and improving system reliability.
· Developed SSRS-based dashboards and operational reports to track trade settlements, failed trades, margin exposure, and cash flow activity across institutional client portfolios.
· Implemented data security controls including row-level access restrictions and encryption using Transparent Data Encryption (TDE) to safeguard sensitive financial information.
· Participated in full SDLC lifecycle including requirement gathering, development, QA validation, UAT support, and production deployment within Agile project environments.
· Supported incident resolution and root-cause analysis for production data issues impacting downstream financial reporting systems.

Environment: SQL Server 2012/2014, SSIS, SSRS, T-SQL, Hadoop 2.x, Hive, MapReduce, Windows Server, Linux, Excel (Advanced), Git, SVN, Agile/Scrum Methodology..

Client: Intergraph Corporation, Hyderabad, India. | Aug 2013 - Sep 2014
Hadoop Developer
Responsibilities
· Assisted in designing and developing data ingestion pipelines to process large geospatial and engineering project datasets into Hadoop Distributed File System (HDFS) for analytical reporting.
· Built Hive-based data transformation scripts to cleanse and structure infrastructure project data, including asset records, geospatial coordinates, and engineering design metadata.
· Developed ETL workflows using SQL Server 2012 and SSIS 2012 to migrate legacy GIS and project tracking data into centralized reporting databases.
· Implemented dimensional data models (Star Schema) to support reporting on engineering project progress, resource allocation, and asset lifecycle management.
· Wrote optimized T-SQL queries, stored procedures, and views to generate operational reports used by infrastructure planning and utility management teams.
· Assisted in building MapReduce jobs to process high-volume spatial and non-spatial datasets for analytics and reporting purposes.
· Developed SSRS 2012 reports and dashboards to track project milestones, budget utilization, and field asset performance metrics.
· Supported spatial data validation and transformation processes by collaborating with GIS analysts to ensure coordinate accuracy and metadata consistency.
· Participated in performance tuning activities by analyzing execution plans and implementing indexing strategies to improve reporting query efficiency.
· Worked closely with cross-functional teams including GIS specialists, database administrators, and application developers to ensure smooth integration between geospatial systems and reporting platforms.
· Assisted in production deployment, testing, and troubleshooting of data pipelines in both Windows and Linux environments.

Environment: Hadoop 1.x / early 2.x, HDFS, Hive 0.12–0.13, MapReduce, SQL Server 2012, SSIS 2012, SSRS 2012, T-SQL, Windows Server, Linux, Visual Studio 2012, Excel, Agile (Waterfall-to-Agile transition environment).

EDUCATI0N:
· Completed Bachelors from SK University, India.
